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Abstract—The number of active, online phishing websites 

continues to grow unabated in recent years. This has created an 
ever-increasing security risk for both individual and enterprise 
users in terms of identity theft, malware, financial loss, etc. 
Although resources exist for tracking, cataloguing, and 
blacklisting these types of sites (e.g., PhishTank.com), the 
ephemeral nature of phishing websites makes in-depth analysis 
exceptionally difficult. In order to better understand how these 
phishing sites exploit user and system weaknesses, we have 
crafted a platform named PhishMonger for capturing live 
phishing websites in real-time on an ever-present, rolling basis, 
which we outline in this paper. Moreover, we present details 
regarding our growing database of verified phishing websites, 
which currently encompasses over 88,754 sites, spanning 
10,956,415 files and folders, utilizing 108GB of compressed 
storage. We offer recommendations on how this corpus can be 
leveraged by the cybersecurity and security informatics research 
communities to examine several important research problems. 

Keywords—phishing websites; online security; online fraud; 
malware; seasonal effects 

I. INTRODUCTION 
 Phishing has become one of the top three most prevalent 
forms of cybercrime according to recent reports, and both 
frequency of events and user susceptibility has increased in 
recent years, further compounding the risk of financial harm [5, 
18]. As a form of social engineering, phishing relies on 
exploiting user weaknesses such as a lack of security 
knowledge combined with visual deception [7]. Although 
researchers have been evaluating and generating 
recommendations for improving anti-phishing tools [1, 2, 21], 
reducing the frequency of phishing events is difficult for many 
reasons: for example, users often disregard tool warnings even 
in cases when tools are highly accurate [3, 8, 20]. 

 Further research on phishing is critical for prevention, and 
this research must consist of a multi-pronged approach 
focusing on all aspects of the problem including changing risky 
user behaviors, improving software detection, and enhancing 
security infrastructure. Regardless of the specific approach 
employed, it is critically important to not only evaluate and 

understand existing examples of phishing in the wild, but also 
to use real-world exemplars when conducting experiments, 
developing new interventions and tools, and predicting future 
events. However, creating a large-scale research corpus of 
phishing websites presents a couple of challenges: (1) most 
phishing websites are only online/live for a short time period – 
ranging from a few hours to a few days [1, 11]; (2) phishing 
websites encompass images, multimedia, and scripts that often 
contain various forms of malware. For this reason, we have 
built both a public database and open source platform for 
cataloguing phishing websites in the wild; we call this platform 
PhishMonger. Consistent with prior projects geared towards 
creating research corpora and collection/analysis platforms 
pertaining to illicit online content [4, 10, 22], PhishMonger is 
intended to foster greater interdisciplinary research on a myriad 
of important socio-technical challenges pertaining to phishing 
website-based attacks. In the remainder of the paper, we 
describe the PhishMonger platform and present an overview of 
the current phishing corpus. 

II. THE PHISHMONGER PLATFORM 
 PhishMonger leverages PhishTank, a service that relies on 
crowdsourcing to report and validate phishing websites via a 
web-based platform [16]. Users of PhishTank have the ability 
to add suspected phishing sites to an ever-growing searchable 
public database that includes the following information about 
each entry, as shown in Fig. 1: the submission number, URL, 
report date, and status; the name of the individual who made 
the report; a screenshot of the site; a link to visit the site 
directly in a frame; and finally technical details about the site, 
including WHOIS metadata. 

 Critically, registered users of PhishTank are given the 
opportunity to vote on whether each submission is or is not a 
true phish, or, if the submission is borderline, to declare, “I 
don’t know.” Based on the votes provided by users, sites are 
then tagged based on their relevant status, which can include 
“Valid Phish” for sites deemed true positives, “Invalid” for 
sites deemed false positives, and “Unknown” for sites that have 
not received sufficient or consistent votes. 

 PhishTank provides an invaluable service for increasing 
user security, and the website is a critical component in the 
process of vetting phishing websites, which are often difficult 
to identify relative to their authentic counterparts. Because the 

This work was funded by the U.S. National Science Foundation through ACI-
1443019 “DIBBs for Intelligence and Security Informatics Research 
Community.” 



website builds a historical index of suspected phishing reports, 
it is useful for improving our understanding of which websites 
are being targeted and how these phishing sites operate. As 
mentioned earlier, PhishTank’s website provides an organized, 
searchable archive of every report back to the first and also 
tags the sites into nearly two hundred pre-defined categories 
for commonly phished “targeted brands” (e.g., Internal 
Revenue Service [IRS]). Moreover, in addition to the web 
interface, PhishTank provides an application program interface 
(API) that developers can use to download pre-formatted data 
(e.g., XML, JSON) for all phishing sites that are currently 
online with valid phish status, and these data are updated 
hourly. 

 

 

Fig. 1. A PhishTank submission of a verified, valid, and online phish 
targeting PayPal. 

 The constraints of the API raise an important issue about 
the ephemeral nature of phishing sites: once detected, they are 
often deleted or otherwise disappear. Although each pull of the 
“online valid” API generally contains between 25,000 to 
45,000 cases at any given moment, this represents only a tiny 
fraction of the millions of sites catalogued within the 
PhishTank web database. Once a site transitions from online 
status to offline, the only residual information about these sites 
is what remains in PhishTank’s web database as outlined above 
(e.g., the screenshot, defunct URL, voting history, and residual 
metadata). For those who are interested in analyzing the 
features or mechanisms employed by historically live and 
active phishing websites, it is often impossible to do so because 
these sites simply no longer exist. By capturing these sites in 
real-time, PhishMonger alleviates this issue. 

III. PLATFORM ARCHITECTURE 
 A system diagram of the PhishMonger framework is shown 
in Fig. 2. The PhishMonger framework is hosted on an 
Amazon Web Services (AWS) Elastic Compute Cloud (EC2) 
server with a virtual machine running Ubuntu Linux. The 
software used for collection is written in the Python 3.5 
language and relies on GNU Wget for harvesting the live 
phishing sites; FileZilla Server is the FTP software used for 
sharing batches of archived phishing sites. Finally, all 

descriptive analyses reported in this paper were generated 
using the R statistical programming language [17]. 

 One of the major concerns when dealing with phishing 
websites is that they are often infected with a variety of 
malware and viruses for gathering personal user data. From the 
point of view of collection, this is problematic for two key 
reasons: 1) systematically accessing these sites creates an 
constant security risk involving infection of the host; and 2) 
network traffic generated from accessing these sites is 
inherently suspicious since it involves connecting to and 
downloading from known phishing sites on a continual basis. 
Amelioration of these concerns heavily guided the choice of 
software described above: PhishMonger runs atop a 
sandboxed, easily-recreated virtual machine (VM) image 
hosted on EC2, which isolates it from local area network 
access and streamlines the configuration of firewall and port 
security. Moreover, Ubuntu Linux provides an ideal platform 
for running PhishMonger because it is free and open source 
and may be less susceptible to the types of malware that would 
target end users of Web-based phishing due to Linux’s limited 
desktop operating system market share. 

 The process behind PhishMonger’s collection can best be 
described in a series of steps across a series of modular 
components, which are as follows: 

1) PhishMonger is initialized via a looping call to a Twisted 
Daemon, which sets up a deferred call every hour to 
respect PhishTank API’s rate-limiting rules and hourly 
update frequency; because runtimes of the primary 
PhishMonger process are variable based on the number of 
valid phishing sites to be collected during any given 
iteration, the deferred setting avoids repeat calls to the 
process by skipping a new call if the previous invocation 
has yet to complete 

2) Once invoked, PhishMonger first connects to the 
PhishTank API, downloads, extracts, and creates a backup 
of the latest “online-valid.json” data file, which is 
described in the API developer documentation [16] 

3) PhishMonger determines which phishing sites are not yet 
included in its database by comparing the most recent 
API’s list of unique phish_ids to a list of existing 
phish_ids in the growing corpus 

4) For each novel phish_id, PhishMonger invokes a Wget sub 
process to mirror the targeted live phishing site (note: the 
sub process is configured to timeout after one hour to 
avoid unduly long runtimes); currently calls to Wget are 
configured in the following manner: 

a. Collect all files on the targeted site and 
recursively retrieve linked files to a maximum 
depth of one 

b. Create both raw and modified copies of files for 
local viewing (e.g., modified versions use relative 
rather than absolute paths to facilitate local 
viewing) 

c. Retry each file request three times with a 60s 
timeout 



 

Fig. 2. A system diagram of the PhishMonger platform. 

d. Restrict the file quota to a maximum of 10 
megabytes per site 

e. Store these files in a folder that identifies which 
PhishTank API JSON file was used to generate 
the request, further organized into subfolders 
named relative to phish_id within targeted brand 

f. Generate a Wget log file for every attempt named 
“log.txt” (PhishMonger also generates two 
additional log files for each phish_id—
“index.json” and “index.txt”—to store the 
PhishTank API JSON record and site URL, 
respectively) 

5) Once all novel phish_ids are collected, PhishMonger 
compresses the folder containing all the new sites for 
storage (note: to avoid constant anti-virus warnings that 
would occur when using zip files, files are archived and 
compressed using tar.gz format) 

6) Once a month, the individual archive files generated by 
each looping call to PhishMonger are compressed into an 
overarching monthly tar.gz file and subsequently 
transferred to a FileZilla Server FTP, at which point they 
become publically available; at present these transfers are 
performed manually, but this process may also be 
automated in future versions 

IV. PHISHING CORPUS 
The full corpus is available for download from the DIBBs 

AZSecure online portal at http://www.azsecure-data.org/. 
During its development, initial runs of PhishMonger were 
conducted manually: the very first run completed on November 
24, 2015, and in the following months, a series 27 of additional 
runs were conducted manually with accelerating frequency. 
Full-time, automated collection began on March 15, 2016, and 
as of May 13, 2016, the PhishMonger collection consists of 

1323 runs spanning 88,754 archived live phishing websites that 
encompass 10,956,415 files and folders, utilizing 108GB of 
compressed storage (i.e., using tar.gz format).1 Table 1 below 
provides a breakdown of the ten most common file extensions 
in the dataset excluding the various log files described above. 

TABLE I.  TEN MOST COMMON FILE EXTENSIONS IN THE CORPUS 

File Extension Description Category n
png Portable Network Graphics Graphics 1,780,974
jpg Joint Photographic Experts Group Graphics 725,262
html HyperText Markup Language Text 665,209
gif Graphics Interchange Format Graphics 649,256
js JavaScript Code Text 502,985

css Cascading Style Sheet Text 422,869
ttf True Type Font Font 116,063
svg Scalable Vector Graphics Graphics 91,765
ico Icon Graphics 77,334

woff Web Open Font Format Font 65,939  
Of these common file types, JavaScript files are of 

particular interest, since many of these files are malicious and 
replete with obfuscated code, which warrants additional 
analysis. For example, upon extracting the first PhishMonger 
archive from the initial run, Microsoft System Center Endpoint 
Protection generated a flurry of malware warnings that 
included Trojans such as “JS/Runfile.A” and password stealers 
such as “HTML/Phish.GD”. 

 To visualize the PhishMonger dataset, we have developed 
an analysis script using R, which is also provided as a tool for 
those interested in the PhishMonger corpus. Fig. 3 shows the 
frequency of phishing websites for targeted brands that contain 

                                                             
1 Note that although 88,754 phishing sites have been indexed and added to the 
corpus, on rare occasions some of these sites may not have been captured in 
full or sometimes not at all. For example, if an online/valid site was 
unreachable at the moment when PhishMonger attempted to mirror it, no files 
will be available for this site despite its record being included in our database. 
Whenever this type of issue occurs, it will be indicated in the Wget error log 
within the folder of the particular phish_id. 



a minimum of 80 instances while excluding the category 
“Other”. The majority of phishing websites in the collection 
target PayPal users’ financial data, which is consistent with 
previous reports indicating financial websites are a common 
phishing target [6]. Other common targets include social media 
sites (e.g., Facebook), other financial institutions (e.g., Internal 
Revenue Service [IRS]), and popular companies (e.g., Apple 
and AOL). 
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Fig. 3. The frequency of live phishing sites collected based on targeted 
brands with at least 80 instances, excluding the catchall “Other” category. 

In order to further examine the variety of phishing websites 
tracked in the rich PhishTank database, we analyzed all 
verified phishing URLs reported to PhishTank from its launch 
in 2006 through 2015, pertaining to any of the approximately 
200 targeted brands reported by PhishTank. We grouped each 
of these approximately 200 brands into industries using the 
North American Industry Classification Scheme (NAICS). Fig. 
4 presents the results of this analysis for the six most common 
industries represented in the database: namely, Entertainment 
(e.g., World of Warcraft and Runescape), Financial Services 
(e.g., Bank of America), Information Services (e.g., Yahoo and 
Google), Professional Services (e.g., IRS), Retail (e.g., 
Amazon), and Transportation (e.g., Poste). The bars and left y-
axis represent the number of targeted brands; the line and right 
y-axis signify the percentage of total verified phish associated 
with a particular industry.  

 

 
Fig. 4. The number of targeted brands and total percentage of verified 
phishing webistes associated with six industries heavily represented in the 
PhishTank database. 

As expected and previously alluded to, the vast majority of 
brands and verified phishing URLs presented in Fig. 4 are 
associated with financial services companies (e.g., PayPal). 
Nevertheless, the figure underscores the fact that the 
PhishTank database encompasses a rich array of phishing 
websites pertaining to various brands and industries. It is 
important to reiterate that this analysis was performed across 
all verified phishing sites reported to PhishTank over a ten-year 
period and not restricted solely on the on-going PhishMonger 
collection, which presently spans roughly a six-month period. 
The purpose was to demonstrate the potential richness of the 
corpus as it grows in the coming months/years. 

Another interesting way to visualize the current 
PhishMonger corpus is to explore the frequency of targeted 
brands within the database aggregated based on submission 
date. For example, Fig. 5 shows the frequency of phishing sites 
within the top five targeted brands in the six-month period 
spanning November 2015 to April 2016. Besides the obvious 
uptick in the targeting of PayPal in March, the most remarkable 
aspect of this figure is the rise in targeting of the IRS beginning 
in January 2016 right on cue with start of tax season, 
suggesting that the PhishMonger dataset may be particularly 
useful for better understanding seasonal phishing events. 
Furthermore, analysis into what may have caused the PayPal 
attack spike in March of 2016 could be interesting. For 
instance, are such attacks triggered by company events, new 
spoofing capabilities/vulnerabilities identified by phishers, 
some other endogenous cause(s), or are they attributable to 
purely random targeting of various prominent brands?  
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Fig. 5. Monthly site submission frequencies spanning November 2015 to 
April 2016. Notice the seasonal uptick for phishing targeting the IRS, as well 
as the spike in attacks targeting PayPal in March 2016. 

In summary, the on-going collection represents a large 
holistic corpus of phishing websites encompassing text, image, 
script, and other types of files. The corpus can be leveraged by 
the cybersecurity and security informatics research 
communities to examine several important research problems. 
A few examples are as follows: 

1) Allow Development of Robust Anti-Phishing Tools – Most 
prior studies proposing anti-phishing tools leveraging 
fraud cues pertaining to body text, source code, images, 
URLs, and hyperlinks have used small testbeds typically 



ranging from 500 to 5,000 total phishing websites related 
to a few industries or domains such as financial services, 
health, and e-commerce [2, 3, 5, 9, 15]. Studies that have 
used larger quantities have mostly relied exclusively on 
URL information [13]. 

2) Facilitate Extensive Benchmarking of Existing Tools – 
Similarly, studies benchmarking state-of-the art tools have 
relied on smaller sets of test cases [1, 21]. Given the high 
failure rate of such tools in real-world settings, in order to 
better assess anti-phishing tools against the plethora of 
obfuscation strategies employed by phishers, there is a 
need for benchmarking efforts that leverage a large array 
of phishing websites pertaining to diverse industries and 
application domains over an extended period of time. 

3) Enable Real-World Usability Studies and Susceptibility 
Experiments – Users’ inability to avoid phishing threats [7, 
19], even in situations involving tool warnings [4], 
necessitates additional security behavior experiments, 
including factors impacting susceptibility [20], 
effectiveness of training programs [12], and 
warning/interface design [14]. The websites in this corpus 
can be used to simulate one-time or longitudinal real-
world phishing attacks with appropriate experimental 
controls. 

4) Support Time-Series and Longitudinal Analysis of 
Phishing Attacks and Malware – Due to the challenges 
associated with collecting phishing websites (e.g., short 
lifespan and malware), most studies have incorporated 
testbeds based on short snapshots [5, 9]. Presently, our 
corpus includes phishing websites collected between 
October 2015 and June 2016 (and growing). Such data 
could be used for time-series analysis of brand/industry 
attack volumes, forecasting attack volume, analyzing 
evolution of attacks [1], assessing active/online-learning 
capabilities for anti-phishing tools [13], examining types 
of malware used over time, etc. 

V. CONCLUSION 
 We believe PhishMonger provides an invaluable resource 
for researchers in at least two obvious ways: 

• It helps those interested in understanding the properties 
of and mechanisms behind real-world, live phishing 
websites (e.g., what types of malware are most often 
found on phishing websites targeting certain brands?). 

• It provides a repository of representative phishing 
websites for use in behavioral experiments that help us 
understand user susceptibility and behaviors to produce 
stronger interventions.  

 In the prior section we listed example research problems 
where the corpus could afford opportunities for novel 
explorations related to these two areas. These examples include 
development of robust new anti-phishing tools, facilitating 
comprehensive benchmarking of existing tools, enabling real-
world usability studies and susceptibility experiments, and 
supporting longitudinal studies examining phishing trends and 
evolution. By making this type of research easier and more 

practical, it is our hope that we can finally stop year-over-year 
growth in losses that individuals and businesses are 
increasingly experiencing while making the Web a safer place. 
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